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Abstract

Web interfaces provide convenient access to e-Science services. Discovery Net allows users to

construct a reusable workflow for a particular problem, then 'deploy’ that workflow as a service
accessible through the Discovery Net web portal. The use of JSR168-compliant portlets allows our

services to be easily integrated into existing Virtual Research Environments.

In this paper we discuss our experiences in adopting and extending portlet technologies in the
second generation of our portal. In addition to providing an overview of our deployment system,
we identify missing features of the portlet specification and discuss our solutions. We also highlight
technical issues and differences encountered when migrating JSR168 portlets between different

Portal implementations.

1. Introduction

Web Portals provide a user-friendly way of
accessing computational  services, allowing
underlying complexity to be hidden beneath a
familiar web interface. In this paper we will
discuss the issues encountered and lessons
learned from the application of portlet
technology to Discovery Net™™, for accessing
deployed Discovery Net services.

Discovery Net workflows are authored and
executed using the Discovery Net Java client.
The client includes powerful workflow editing
tools and an extension mechanism alowing new
service nodes to be developed and plugged in.
However, it is quite common that an expert user
will create a workflow which is subsequently
reused with very small modifications (parameter
or input data changes) by non-expert users.
Discovery Net s deployment system allows the
author of a workflow to publish it to a web
page, so that the non-expert users can execute
the service simply by filling in and submitting a
web form (Fig. 1). Thus the web porta
essentially acts as a very cut-down version of
the Java client, with simplified interfaces to
existing workflows that have been customised
for reusability and ease-of-use.

The second and upcoming third generations
of our deployment and portal system include
many new features requested by users, and have
been re-engineered to alow an alternative
presentation  through  JSR168-compliant!®
portlets. This allows Discovery Net services to
be conveniently integrated into existing portals
(such as Virtual Research Environments').

We will first present an overview of
Discovery Nets deployment mechanism, and
review our reasons for adopting portlet
technology. We then identify missing features
of the portlet specification particularly relevant
to the development of advanced interacting
portlets, and discuss our solutions. Finaly we
highlight technical issues and behavioural
differences which may be encountered when
migrating JSR168 portlets between different
Portal implementations.
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Fig. 1 Theweb interface to a deployed service,
generated by a serviet in the traditional
Discovery Net portal. The user can modify
service parametersin the form on theleft, and
theresult (in this case an image) is shown on
theright.



2. Workflow Deployment

Discovery Net workflows consist of a directed
acyclic graph of nodes, each of which
encapsulates a function. A node may import or
process data, or it may launch a visualiser or
export a result. Nodes expose configurable
properties to the user of the workflow, and it is
through modification of these properties that an
existing workflow is reused. A single workflow
is often executed multiple times, with multiple
potential endpoints: for example, a user may
execute visualisation nodes at different stages of
a workflow to examine the data before
modifying properties and requesting further
executions.

A Discovery Net workflow is deployed by
abstracting it as a"black box" service, where the
exact details of the workflow are hidden. A
deployed service has:

e Properties: the node properties that will be
exposed to the end user. Each property has a

Type specified at deployment time, which

helps to determine the kind of web interface

presented.

« Actions: the available workflow endpoints,
which correspond to node outputs. More
than one action may be specified at
deployment, so that the user may inspect
results at different stages of the workflow.
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Fig. 2 Service Deployment model.
A simple workflow is shown, consisting of
three nodes. There are three data output

points, represented by black circles.

The user selects properties and outputsto
expose in the deployed service. Mappings
between features of the workflow and the
deployed version are shown with dotted lines.

In this paper we mainly consider accessing
deployed services using Java RMI through a
web interface, athough it is also possible to
access deployed services through other
methods, such as a command line client using
RMI, or as a standard web service.

Many new features of the second-generation
portal were user requests. The core deployment
model seems to have been adequate for most
needs, as the majority of requests involve
providing aricher web interface. For example:

» Standard property types are input using
basic HTML form elements such as text
inputs, checkboxes or combo boxes. Custom
Types may now be registered for particular
node properties, with associated HTML
interface fragments, which may include
JavaScript or applets (e.g. an applet for
drawing achemical structure, JavaScript for
customised input validation, or aDHTML
calendar for date selection).

e A deployment Layout Editor, allowing
custom arrangement of form components
and additional text and formatting.

* Results may be displayed with applets.

* Service Bookmarks to save, share and
restore common parameter settings.

» Enhanced task management and monitoring,
particularly for long-running tasks.

e Further simplification of the final user
interface through property templates, so that
aspecific part of a Text property (e.g. a
portion of a SQL query) can be deployed.

In the next version of Discovery Net, the
main Java client, which until now has only
provided an expert mode showing the full
workflow, will be enhanced to optionaly take
advantage of deployment information. The
client will then be able to guide the user and
provide easy access to parameters and
commonly used actions.

Deployment will therefore become more
tightly integrated into the core of the system. In
particular, we will take the concept of deploying
node properties to a higher level: we will be
able to define and deploy workflow properties,
so that a node property s value may be defined
as an expression of workflow properties
(replacing the current property template
functionality). In this way, modification of a
single workflow property can affect multiple
nodes in the workflow (eg. to specify a
common data directory).



3. Traditional Discovery Net Portal

We will briefly outline the main features of the
servlet-based Discovery Net web portal, so that
the requirements for migration to portlets may
be more clearly understood.

The web portal runs in the Apache Tomcat
servlet container, hosted in a JBoss J2EE
Application Server.

Login
The login serviet uses the Java Authentication
and Authorization Service (JAAS) to verify the
user information with a backend Discovery Net
server (which may or may not be running on the
same machine as the portal).

Once logged in, the user may either visit
their Userspace, the Deployed Services Index,
or alist of their running and completed Tasks.

Userspace

Each user has disk space on the Discovery Net
server for storing files, tables and projects. The
Userspace Management portal page alows
userspace items to be viewed, moved, deleted or
uploaded. Services are visible in the userspace
in their detailed project view , showing the full
workflow, but there is also a link to the
corresponding interactive Service page.

Services
The Service Index page lists all the deployed
services available to the user.

The Deployed Service serviet presents the
appropriate web interface (a standard HTML
form) for the currently selected Service, through
which service properties and actions can be
changed and triggered, and results displayed.

Tasks

The task list shows al running and completed
tasks belonging to the user. For each task, the
user may view the status or result, navigate to
the service details (userspace item view) or
service form page with the properties used for
that task filled in.

Apart from the crosslinking between
sections as appropriate (e.g. alink to the project
details from a service page), these sections work
independently of each other. There is some
duplication of functionality - for example in
result display, and forms for uploading files,
which may be done both in the userspace and on
the service form (to conveniently upload data
for use with the service).

4. Portlet-based Portal

4.1 Reasonsfor using Portlets

Migrating an existing application to use portlet

technology is unlikely to be a trivial operation,

and the costs and benefits should be weighed

carefully. In our case, portlets were a good

solution to a number of requests from our users:

e Portal Customisation: branding a an
organisation/company-level was a very
common request, from simply changing the
banner at the top of the page, to completely
rearranging the pages and functionality
available. We were able to provide some
simple skinning with the original servlet-
based approach, but more advanced page
and structure editing (as aready provided by
many portals) would have required
significant development.

e Standards compliance: any JSR-168
compliant Portal software can (theoretically)
host Discovery Net portlets. This gives more
choice to our users.

» Ability to use multiple deployed services
together: because portlets are automatically
kept from interfering with each other by
their host Portal, the portlet framework
easily allows us to have two or more service
forms on the same page, or even to pass data
transparently between services.

» Personalisation of both page contents and
portlet settings, on an individual user and/or
group level: this becomes more important as
the number of deployed services increases.
For example a project manager could create
a sequence of pages customised for stagesin
a common task, or a user could add a page
collecting relevant services and userspace
folders for each project he/she is involved
in.

e Third-party portlets: related independent
services (e.g. OGCE Grid portlets™) may be
added to the Discovery Net portal for
convenience and flexibility. Or vice versa
Discovery Net portlets may be added as
third-party portlets to another portal, eg. as
mining components in a clients existing
Business Intelligence portal.

4.2 Disadvantages of Migration

IBM's Best Practices document ! provides
many guidelines for developing portlets, and
highlights some limitations and pitfals to be
aware of. For example, some limitations are
integral to the concept of having multiple portlet
windows on one page:



» Torefresh the view of aportlet, you must
refresh the entire page. A few portals
provide ways of refreshing an individual
portlet within a page using JavaScript, but
this technique is not yet in common use.
Therefore the procedure for drawing the
view of the portlet must be as efficient as
possible, which we mainly achieved through
caching of service results.

» Extracare must be taken so that multiple
forms and JavaScript functions can co-exist
on the same portal page. Our display code
was modified to use the JSR168-provided
namespacing functions.

Other limitations are technical, and may be
overcome in the future. For example, JSR168
provides a core set of basic features, but
particular Portals usually also support their own
custom extensions. Using these extensions will
alow your portlets to take advantage of useful
features, but will restrict your choice of portals
as the portlets will not be JSR168 compliant.

e Inter-portlet communication isnot part of
JSR168, although it is likely to be defined in
the next specification. Almost every portal
provides their own implementation; we
describe our generic solution in 4.3.2 below.

e Arrangement and contents of portal pages
isthe responsibility of the Portal, and
portlets have no access to their page
environment at all. Therefore portlets
cannot, for example, print links to other
portal pages/tabs, or cause other portletsto
be added or deleted from a page. Again,
these functions are sometimes possible by
writing portal-specific code.

« Apache Struts™ is commonly used as the
framework for servlet applications using the
Model-View-Controller (MVC) design
paradigm, but is not yet directly compatible
with the portlet model - later versions should
provide transparent portlets support. Some
portals provide their own custom versions of
Struts and mechanisms for using it (see
4.5.4). Apache Jetspeed'” provides a Struts

bridge , which may be used in other portals.

Finally, further technical inconveniences may
arise when - as in Discovery Net - serviet
applications and portlets share common code. In
doing this we had to overcome the problem
described in 4.3.1 below regarding the different
Servlet/Portlet classes.

4.3 Design Problemsand Solutions

4.3.1: HTTP Serviet classes vs. Portlet classes
Portlets and servlets use similar, but different
classes for representing HTTP Servlet requests,
responses, and sessions. This makes sharing
control code between servliets and portlets
difficult: for example, a utility function which
would get or set a session variable would not be
usable in both portlets and servlets, despite the
function calls being very similar in appearance
(eg. HttpSession.getAttribute(name)  v.s.
PortletSession.getAttribute(name)). If this issue
does not arise in many places, it may be
acceptable to have a few duplicate functions
that simply take different parameter types -
however thisisbad coding practice.

Portal-specific solutions are sometimes
suggested to obtain an object of the required
class, using specia knowledge of how to
retrieve a particular object from a request, or by
knowing which objects are safe to cast (eg.
Apache Pluto s!® portlet RenderRequest can be
safely cast to a HttpServietRequest).

Our generic, JSR168-compliant solution was
to write a number of simple wrappers or
adapters, so that a Portlet object can masquerade
as an HTTP Servlet object (or vice versa). For
our requirements - mostly session access - this
was sufficient, although this approach will fail if
an attempt is made to call a function which is
not available on the underlying object.

4.3.2: Inter-portlet Communication

How to send messages between portlets is one

of the most commonly asked questions in

portlet user groups. It is not defined in the
current portlet specification, athough it is
promised for the next version. Every porta has
its own implementation, with different
messaging behaviours and interfaces.  Non-
portal-specific solutions are primitive, however

- the main options are:

» For communication between portletsin
the same webapp: Store shared messagesin
the session (portlet application scope) -
see Fig. 3. Thisisthe easier approach, so it
is usually recommended that portlets which
need to communicate are packaged in the
same web application.

e For communication between portletsin
different webapps: Web applications are
kept strictly separate by the Servlet
specification, and do not share sessions. It is
therefore necessary to use acommon
external message store that isvisibleto all
portlets, for example an EJB or database.



Our interest is communication within the same
webapp, as all Discovery Net portlets are
packaged together. However, in our portlet
messaging implementation, access to the actual
message storage place can be abstracted out and
changed later.

SERVICE INDEX SERVICE
PORTLET PORTLET
write read
service {ath service_path
4 /
service _path

SESSION: APPLICATION SCOPE

Fig. 3 Simpleinterportlet communication
using a shared session attribute.

The Deployed Service | ndex portlet provides a
list of services. Selecting a service from thislist
makes the Service portlet show itsinterface.
Thisisimplemented by storing the service path
in a session variable, in the Application scope
which isvisible to both portlets.

Hard coding a pair of communicating portlets to
check aknown session attribute for amessage is
easy (Fig. 3), and appropriate when the portlets
are being developed for a site whose design is
static (although maintenance may become
annoying if many communicating portlets are
required, as the attribute names must be kept
consistent).

However in our case, we need to develop
reusable components that can be added in any
quantity to any page, with communication
channels configured by the user. For example
one page may have a Service Index portlet
whose selections are displayed in a Service
portlet, and a second page may have two more
Service portlets which the user has already
configured to show two favourite services.
Selections on the Service Index should only
affect its corresponding Service portlet, not the
two on the other page.

Thus, in a changeable environment where
many different types of portlets are sending out
many different messages, it should be up to the
user - not the portlet programmer - which
messages the portlet actualy listens to or sends
a runtime. Also, idedlly, the internal message
identifiers used in the portlet code should not
have to match those used in other portlets, nor
should they have to avoid conflicts.

To achieve this we have developed a generic
JSR168-compliant portlet messaging library. To

remain JSR168-compliant, no portal-specific
features could be used, and some limitations
were necessary. Nevertheless this library meets
our needs well, allowing our components to be
written with clean code and to communicate
flexibly. It is provided as a standalone library
and is freely available from
http://www.doc.ic.ac.uk/~mo197/portlets.

Our messaging model can be likened to a
public notice board: portlets may publish named
messages which are then available to read at
that message box name. We considered using a
standard publish-subscribe model, but we found
this was inappropriate for our multi-page and
dynamic portal environment, because we cannot
guarantee or expect that all portlets have been
loaded (and registered as subscribers) at the
time a message is sent. Instead, the messages
persist until they are explicitly overwritten, so
that any newly added or loaded portlets can read
previously published messages. In some ways
therefore these messages act as shared state
indicators, rather than discrete events.

SERVICE INDEX SERVICE
PORTLET PORTLET
write read
output_path input_path
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Fig. 4 Messaging library mediates access to
shared messages, allowing mapping of local
names (hard-coded in portlets) to global names
(user-configurable at runtime).

To alow the configuration of messaging
channels at runtime, the portlets use a shared
Message Centre in the application session to
publish and read all messages. When a portlet
first loads, it registers its inputs and outputs
with the Message Centre, and the Message
Centre refers to and modifies these local-to-
global message name mappings as required
(Fig. 4). The mappings are defined and saved in
each portlet s parameters, using the standard
parameter persistence mechanism, and may be
modified in each portlets Edit mode. This
approach is inspired by IBM WebSpheres
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Fig. 5 Edit mode: configuring message mappings in two portlets

portlet wiring tool, which is a specific portlet
that lets the user configure the wires between
portlets on a page. Our library does not use a
specific wiring portlet, but instead includes
the configuration as part of each portlet. A
simple implementation of this edit mode is
shown in Fig. 5: this inspects the messages in
the Message Centre and the current portlet s
messaging configuration to  dynamically
generate the interface.

The main redrictions due to the lack of a
standardised portlet messaging system - and
corresponding integral support in portals - are as
follows:

Reaction code in View phase: The first
opportunity for portlets to detect and react to
messages is in the View code. This may
make it necessary to perform heavyweight
actions in the View code, which is
discouraged in the specification. An
aternative would be to detect the presence
of the new message and simply present a
notification to the user that the portlet needs
to be manually refreshed.

View Caching: To improve performance,
many portals cache portlet displays until an
explicit action is taken in a portlet - this
would prevent the view-phase reaction code
from triggering. Thereis currently no way of
informing a portlet that its content needs to
be refreshed as a consequence of a message
sent from a different portlet. The
workaround is to turn off caching by setting
the expiration-cache to zero in the portlet
definition file. This of course means that the
portlet s view code should be made as
lightweight as possible.

Send messages in Action phase: Whenever
possible, messages should only be sent in a

portlet s Action phase. The Action phase is
guaranteed to complete before the page
starts rendering, so this should ensure that
al portlets on the page see the same
messages while they render. If the portlets
were to send messages in the View phase,
portlets rendering later on the page may
show views inconsistent with other portlets,
particularly if the portal uses threading to
render portlets simultaneously.

* No explicit support for message chaining:
It is possible that as a result of receiving a
message, a portlet may need to send another
message, which may itself then trigger
further messages from other portlets. For
this to be handled properly, deep portd
support would be necessary so that multiple
message listeners can execute in the Action
phase (as done in IBM WebSphere). With
our library, reactions to messages can only
take place slowly in the View phase as the
page is refreshed.

 Need a portlet Instance ID: The portlet
developer must provide a portlet ID to
uniquely identify the portlet instance to the
Message Centre. As this is not provided for
by the specification, either portal-specific
solutions for retrieving the ID may be used,
or an instance ID may be generated and
stored in the portlet s private session.

* Need a user session ID: If communication
between portlet applications is required, the
portlets must be able to access an identifier
representing the whole user portal session,
not just the session ID for that portlets
application. This is not currently provided
for in the specification, athough if Tomcat
55 is used as the servlet container, the
session ID may be sufficient if it has been
configured to be the same across webapps.



4.4 Portlets Developed

The following portlets were developed to mirror
the functionality of the servlet-based portal, and
work together as components:

Login

Service Index

Service

Userspace Index
Userspace Item Viewer
Userspace Management
Userspace Upload

Task Management

Task Result Viewer

Like the original Deployed Service servlet,
the Service portlet can display the web interface
for any Discovery Net deployed service,
configurable by the user.

Traditional portlets are focused on a single
task: for example a weather or stock quote
service. To add the new feature to the portal, an
administrator must obtain and install the
specific portlet.

On the other hand, the portal administrator
needs to add the Discovery Net Service Portlet
only once. Multiple instances of the original
Service portlet can then be added to pages and
configured by portal users to access different
Discovery Net services. New Discovery Net
services are accessible immediately, without
any administrative modification on the Portal.

This makes the Discovery Net portlets very
suitable for plugging in powerful and
continually  customisable Discovery Net
functionality to any Portal.

Fig. 6 Discovery Net Service Portlets running
in Oracle Portal

4.5 Portal Compatibility

We developed our portlets using Apache Pluto,
for later migration to more production-quality
portals such as Jetsp€&d Gridspheré,
Oracld”, and Liferaf’”. Unfortunately we
found that developing JSR168-compliant
portlets did not guarantee a painless transfer
between different portals, and we consistently
encountered several problems.

4.5.1. Treatment of Portlet Instances

If a portlet has been registered once, should the
user be able to add multiple instances of that

portlet to a page, and maintain different states

and saved parameters for each instance? The
JSR168 specification is unclear on this question,

and therefore several interpretations have arisen.

Some portals require a strict mapping of
registered portlet to portlet instance: to allow
multiple Service portlets on a page, it would be
necessary to register the portlet multiple times
(with  many nearly-identical entries in the
configuration file ‘portlet.xml’). Other portals,
such as Oracle Portal, automatically persist each
user-added instance separately: this model is the
best for our purposes. There are further
interpretations between these extremes; for
example, Liferay does not permit multiple
instances of the ‘same’ portlet on one page, but
instances on different pages are allowed.

This portal-specific variance will not affect
the portlet code directly, but it will change the
way the portal administrator or the users use the
portlets.

4.5.2. Cross-context Communication between
Portlets and Servlets

The portlet specification allows portlets and
servlets to be present in the same web
application. The most common example use is a
servlet which allows files or images to be
retrieved and downloaded by the user. Portlets
should be able to use servlets as ‘back-end’
helpers: for example, a portlet may present a list
of files, with links to the servlet which will open
the file in a new browser window.

If all required parameters (e.g. file name)
have been provided to the servlet in the URL,
this works without problems. However, if the
servlet needs to access the current session, for
example to retrieve user information or data to
display, it may find that it ‘sees’ a different
session to that seen by the portlet - despite the
suggestion in the portlet specification that
portlet “application”-scope session variables are
available to both portlets and servlets. This
anomaly is due to the servlet specification



