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Abstract

In this paper we describe our efforts and experience in using a mix of e-Science and text
mining technologies in the context of large scale integrative biology studies. Using
insulin signaling as an application framework, we describe the service-based text mining
infrastructure used for the project and present a number of text mining workflows for
performing a number of common tasks encountered in integrative biology studies,
including document categorization, and literature-based methods for the identification of
gene-tissue interactions, for performing automated gene differentiation and scoring, and

for automatically labeling gene groups.

1. | ntroduction

The effective use of published scientific literature
plays a crucia role in all stages of integrative
biology research studies. It is an essential
component of the prospective research phases
where the aim is to survey, collect and understand
the available published information on the state of
the art in the research area of the study with the
aims of planning, designing and conducting the
desired experiments. Secondly, and more
importantly, it also plays a crucia role during the
research study itself where the am is use
information contained in the literature to validate,
annotate and interpret the discovery results
generated from analysing the experimentally
generated data.

In this paper, using a large-scale insulin
signalling study as an example, we describe our
efforts in developing literature analysis and text
mining solutions for addressing the following
common tasks:

1. Performing automated document classification
and categorisation for identifying and
prioritising research papers,

2. Extracting and documenting known gene-
tissue interactions,

3. Performing gene differentiation and scoring
for identifying and prioritising genes to be
used in biology experiments, and

4. Labelling groups of genes by keywords based
on literature sources.

For each of the tasks, we describe an abstract

algorithm and show how it can be mapped onto a

concrete service-based workflow using a mix of

text processing and data mining components.

The paper is organised as follows: Section 2
gives the background to the insulin signalling
study used in this paper project. Section 3
provides an introduction to our text mining
infrastructure. Section 4 presents the workflows
used. Finally Section 5 provides a summary of the
paper and describes our future research directions.

2. Background

Insulin [1,2,3,4] is the principal humoral controller
of carbohydrate and lipid metabolism, and an
important regulator of growth, development,
inflammation and immune responses. Insulin
signalling pathways and effecter mechanisms are



conserved between worms, flies and mammals.
The study of the model organisms provides major
new insights into insulin signalling pathways, the
transcriptional control of insulin-mediated effects
in mammals, and the role of insulin signalling in
the process of ageing.

Insulin resistance (IR) develops in mammals,
most usually as a consequence of obesity, when
insulin fails to regulate metabolic events in
sensitive tissues, including liver, muscle, fat,
pancreatic b-cells, and brain. It initialy leads to a
compensatory hyperinsulinaemia, but in many
people this is followed by pancreatic failure and
the onset of diabetes. Yet despite the extensive
study of these phenotypes, the causal relationships
between obesity, insulin resistance, type-two-
diabetes and heart disease remain unclear, and the
precise molecular mechanisms of insulin resistance
remain largely undefined.

Insulin resistance and associated phenotypes
(obesity, type-2-diabetes (T2D), hypertension,
hyperlipidaemia, and atherosclerosis) represent a
prominent cause of ill-health worldwide. Still, the
understanding of  molecular  mechanisms
underlying defective insulin action remains
incompl ete.

2.1 BAIR: TheBiological Atlasof Insulin
Resistance

The Biological Atlas of Insulin Resistance (BAIR)
[5] is a project funded by the Wellcome Trust
under their Functional Genomic Development
Initiative. To expand the knowledge of insulin
resistance. In particular, BAIR aimsto:

1. Generate a biologica Atlas of insulin
resistance and action using a range of
functional genomic tools to anayse a
strategically chosen hierarchy of rodent
models and cell lines representing tiers of
control.

2. Develop, vaidate and refine the Atlas through
further directed and hypothesis driven research
towards improving the understanding of genes,
proteins and metabolites in relation to insulin
action and the pathogenesis of insulin
resistance.

3. Create an integrated knowledge framework to
facilitate dissection of the pathogenesis of IR
in human with the ultimate aim of improving
health.

The BAIR Atlas is a central resource to achieving
the latter two aims. It is a curated, authenticated
and prioritised catalogue of genes involved in
obesity, insulin resistance and type-two-diabetes
for use in hypothesis driven experiments and
human genetic and genomic research

2.2 Genelistsldentified in the BAIR Study

Researchers working on the BAIR project have
identified the following insulin-related gene lists
through a combination of manual literature
searches and |aboratory experiments:

“Insulin Signalling” Genes List: The binding
of insulin to its specific receptor on the cell surface
triggers the transmission of a signa from the
receptor to the various components of the cells
(nucleus, mitochondria ...). The transduction of the
signal involves a cascade of reaction involving a
series of proteins. Theinsulin signalling genelist is
a list of genes encoding the proteins known to be
involved in the transduction of the signal triggered
by the binding of Insulin to its receptor on the
surface of the cell. Currently, there are 113 genes
inthislist.

“Insulin Responsive” Genes List: Once the
signal triggered by the binding of insulin to its
receptor reaches the nucleus, a series of genes will
be activated in order to produce proteins involved
in the cell response to insulin. This gene list also
comprises some of the genes needed to complete
the signal transduction of insulin. Currently, there
are 406 genesin thislist.

“Insulin Resistant” Genes List: In insulin
resistance, the cell does not respond, or responds
abnormally, to insulin. This could be due to a
defect in the genes involved in insulin signalling
(missing genes, mutated genes) or interferences by
genes normally not involved in insulin signalling.
The “Insulin Resistant” Genes List comprises alist
of genes known to be involved in insulin
resistance. Some of these genes are overlap with
the previous lists. Currently, there are 106 genesin
thislist.

2.3 TheRoleof Literature Analysisin
Integrative Biology Studies

A large number of successful text mining studies
have been conducted in the past few years in the
area of Bioinformatics. For example, various
studies have been conducted on the design and use
of systems that identify and extract biological
entities (genes, proteins, chemical compounds,
diseases, etc.) mentioned in the literature, e.g. [6,
7, 8]. Other studies have focused on extracting the
relationships between such biological entities (e.g.
protein-protein interactions or gene-disease
correlations), mentioned in the literature e.g. [8,9,
10]. Studies such as those reported in [11,12,13]
aimed to investigate how text mining approaches
can be used validate the results of analytical gene
expression methods in identifying significant gene
groupings, or to find such groupings from the text
itself. Our work presented in this paper
complements such efforts. Our main aim is to
congtruct and provide a flexible text mining
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Figure 1: lllustration of an Integrated Approach for the Study of Systems Biology

infrastructure and associated tools that alow end
users (e.g. biologists) and application specialists to
conduct alarge number of such mining text mining
in a short period of time within the context of their
large scale biology studies. The BAIR project
provides us with a ripe and rich example for
understanding the requirements for designing such
an infrastructure. In particular, by understanding
how researchers working on the project generate
and prioritise their gene lists for experimental
studies.

Figure 1 provides an overview of the
methodology used to generate such gene lists and
highlights the important role that literature analysis
plays in this process and how it interacts with
experimental methods. At the start of the large-
scale study, such as BAIR, background
information about the subject matter (insulin in our
example) is collected from a publication database
(e.g. PubMed) using selected keywords. The
selected papers are retrieved and reviewed.
Keywords are iteratively refined to identify and
retrieve further relevant publications.

Information about genes, proteins, and
chemical compounds and the relationship to the
subject matter identified during the analysis of
literature are supplemented from specific online
public databases (eg. gene banks, pathway
databases, etc), and gaps in current knowledge are
identified. This iterative process contributes to the
congtruction of a biological representation of the
scientific issue and contributes to devise a
scientific research programme that may comprise a
wide range of experiments to be conducted in the
lab. Such experiments may include gene
expression analysis (e.g. using microarray
experiments), metabonomic analysis (e.g. using
NMR spectroscopy) to study the interaction

between gene-metabolite interactions in different
pathways, etc.

The data generated from the experimental
programme is then analysed using a large variety
of tools and methods. To interpret the results of the
analysis, researchers usually perform another
iterative process that exploits further literature
retrieval and analysis as well as the extraction of
additional information from online databases. Such
infformation assists them in understanding the
biological significance of their data and results.
The experimental data and its interpretation then
leads to refinement of the study by allowing new
hypothesis to be generated and tested in the |ab.

3. TheDiscovery Net Text Mining
Infrastructure

The Discovery Net system [14,15] is a workflow-
based knowledge discovery environment for the
analysis of distributed scientific data. Within
Discovery Net, analysis components are treated as
services or black boxes with known input and
output interfaces described using web service
protocols. These services can execute either on the
user's own machine or make use of high

performance  computing resources  through
specialised implementations.
Discovery Net workflows are typicaly

authored through a visual programming interface.
Remote web/grid services are first registered
within the system, and then the user uses a
workflow editor to connect the icons representing
the components and the data flow between them.
Discovery Net workflows are expressed in DPML,
an XML-based workflow language, and their
distributed execution is handled by Discovery
Net’s workflow execution engine.
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Figure 2 Generic Text Mining Pipelines Enabled through Discovery Net

3.1 Text Mining Workflows

The Discovery Net text mining framework [16]
allows end users (rather than programmers) to
construct flexible text mining workflows. Such
workflows perform any of a number of text pre-
processing operations (cleaning, NLP parsing,
regular expression operations, etc), feature vector
generation operations record statistics for
keywords, regular expression patterns, gene and
disease names etc found in the documents, and

traditional data mining components (e.g.
classification, clustering, PCA, association

analysis, etc) that operate on the numerical feature
Vectors.

The abstract text mining pipeline enabled by
such workflows is shown in Figure 2. For any
given step there is a large number of component
combinations that can be used and different forms
for their composition. From a task/algorithm
perspective, this approach provides end users and
application developers with enough flexibility for
designing and modifying efficient and effective
workflows.

Four workflows have been constructed to
demonstrate how to use Discovery Net text mining
toolsto perform four literature based analysis tasks
related to the BAIR project..

3.2 A Document Classification Example

Figure 3, shows an example of Discovery Net
workflow for document classification that
highlights the Discovery Net text mining approach.
The workflow is used for training a machine
learning algorithm to identify papers relevant to a
biologist’s research areas. It is based on the user
supplying two document collections; the first
comprising a set of positive examples (documents
relevant to their research areas) and a set of
negative examples (irrelevant documents). These
collections are retrieved using online queries to
PubMed. Both collections are merged into one set
using a union operation and then passed through
preprocessing operations (stop-word removal and
stemming) and then partitioned into atraining data

set and an eval uation data set. The training data set
is passed to a Naive Bayes classifier that generates
a classification model. This model can then be
applied to the evaluation data set to assess its
predictive accuracy and also to new collections
downloaded by the user.
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Figure 3 Document Classification Wor kflow

In the shown classification workflow, the
training data set used was based on two queries:
“inflammation”, “insulin resistance” that were
chosen deliberately to be non-related subject
matters by the BAIR end user to test the approach.
In this particular case, there were 1000 documents.

Evaluating the generated model on the training
dataset reveals that 16 in 333 “inflammation”
papers have been misclassified ( <5%) and 2 in
367 (<0.6%) “insulin resistance” ones have been
misclassified as inflammation. The total training
accuracy is higher than 97%, and considered near
perfect.

Evaluating the model on the test dataset reveals
that 5 in 167 (<3%) “inflammation” papers have
been misclassified and 1 in 133 (<1%) “insulin
resistance” ones. The total prediction accuracy is
98%. The high training and prediction results
point to the conclusion that “insulin resistance”
and “inflammation” are two quite distinct issues.

In order to further evaluate the classification
model, the end user applied it to further document
collections obtained by using the keywords
“diabetes’” and obesity, 50 documents in each case.
In the manually evaluated data set, only 3 Diabetes
related papers (6%) are classified as inflammation,



meanwhile 11 “obesity” papers (22%) are
classified as “inflammation”. At the same time 41
diabetes related papers (82%) are classified as
“insulin resistance” and 33 “obesity” papers
(66%).

From the simple experiment, and as expected,
it is clear that “diabetes’ and “obesity” have very
strong correlation with “insulin resistance”, a paper
discussing any of the two subjects is likely to
mention insulin resistance, since it is a significant
factor for these 2 diseases. Of the two, obesity
shows a dlightly weaker correlation with insulin
resistance.

The example and results presented above are
intended only to highlight the approach.
Performing automated document classification and
categorisation for identifying and prioritising
research papers is an important research topic, and
the use of machine learning methods for document
categorization is also a very important and active
research area [17,18]. The workflow example
shown here is only used to highlight the concepts
behind our infrastructure. A more redlistic
classification application is described in [18],
based on the KDD CUP 2002 competition.

3.3 Supporting Interoperability between
Remote Text Mining Services

In addition a number of interfaces from within
Discovery Net to remote text mining services
provided by other groups have been implemented,
(see for example [16,19]). In order to allow
interoperability with such remote text mining
services, the Discovery Net infrastructure uses an
extensible document representation model that
serves as a common framework for communicating
text analysis results between remote services. This
is based on using an annotated text data type based
on the Tipster Document Architecture [20]. This
model provides a flexible mechanism for
associating properties, or attributes, with text
segments of a document that are uniquely defined
by their span, i.e. by their starting and ending
position in the document.

The use of the annotated text model provides
two advantages. first, information computed
through earlier stages in a text mining workflow
can be passed to later stages without modifying the
origina text, therefore alowing incremental
analysis of the documents. Secondly, since the text
itself is not modified by any text mining operation,
there is no need to communicate the full text
between physically distributed components. Thisis
particularly useful for efficiency purposes when
dealing with large document collections that can be
mirrored locally to each of the services, in which
case the exchange of unique document identifiers
does suffice.

4. Thelnsulin Singnalling Application
Studies

4.1 Identifying Interactions between Genes and
Tissues

The first application study conducted in the
context of the BAIR project has been to identify,
from the literature, the interaction between genes
and tissues for each of the three lists and curate the
sentences that mention such interactions for human
inspection.

The workflow used in such a study is shown in
Figure 4, and is based on using three dictionaries
provided by expertss a Tissue dictionary, a
Receptor Dictionary and an Interaction Verbs
dictionary. The Tissue dictionary contains 16 kinds
of tissues, Fat, Muscle, Liver, Ovary and Pancreas
etc. The Verb dictionary uses 6 expression relative
verbs. The Receptor dictionary uses the same gene
list from the start to ensure that our filtered
sentences are indeed related to our core query.

In the shown figure, the workflow starts from
the provided “Insulin Signaling” gene list and
retrieves the most relevant abstracts mentioning
such genes from PubMed. In this case we retrieved
1549 papers related to the 113 “Insulin Signalling”
genes. The abstracts are then split into sentences
which are passed through a number of filters based
on the supplied dictionaries. The output from Filer
3inthefigure are only those sentences that contain
the interactions. An example sentence is “three
other insulin-controlled genes, namely IGFBP1
(insulin-like-growth-factor-binding protein-1), IRS2
(insulin receptor substrate 2) and glucokinase,
were regulated abnormally by feeding in the liver of
PDK1-deficient mice.”
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Figure 4 Gene Tissue I nteraction I dentification

In the above experiment, the automated
workflow mined out 14 papers from the 1549
paper pool, automatically reducing a significant
portion of the paper hunting tissue interaction
hunting task.
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4.2 Literature-based Gene Differentiation

The second application study conducted was to use
text mining methods on literature sources to
differentiate between pairs of gene groups. In the
workflow shown in Figure 6, the two groups are
the “Insulin Signalling” and “Insulin Resistant”
lists. Each list is used as an input to a PubMed
guery resulting in two document collections. Given
these two collections, the reminder of the
workflow searches for keywords in the retrieved
text that differentiate between the two document
collections, and hence between the two input gene
lists.
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Figure 6 Gene Differentiation Wor kflow

Furthermore, workflow is also used to identify
other gene names that differentiate the two sets. In
the supplied data set, there are only 17 common
genes between “Insulin Signalling” and “Insulin
Resistant” gene setss. GRB10, RB2, GSK3A,
GSK3B, INPPLL, INS, INSR, IRSL, IRS2, IR,
PCK1, PDE3B, PDK2, PPP1R3A, PTPNL,
SLC2A4, SOCS3, and there are 185 genes that are
specific to each group. The task here is to find
more genes to differentiate between the groups.
Although, we already have two reference lists of
genes implicated in each condition, the biologist is
interested in supplementing their lists.

Using the workflow, we first generated a larger
document collection for each of the groups, by
querying Pubmed for the top relevant 20 papers for
each of the genes in both lists. This provided us

with 1549 papers for the “Insulin Signalling” and
1465 papers for the “Insulin Resistant” lists, with
1699 genes appearing in total. Statistical criteria,
including frequency of occurrences, chi-squared
and S2N, were caculated to assess genes
mentioned a different number of times in each of
the two document groups. Figure 7 illustrates the
most significant genes sorted by chi-squared
statistic.

Insulin Signaling vs. Insluin Resistance

Figure 7 Highly Significant Genes

In the graph, the top genes seem to be a
significant  differentiator  between  “Insulin
Signalling” and “Insulin Resistant”. For example,
EIFAE (Eukaryotic tranglation initiation factor 4E)
appears 195 times in 49 papers in “Insulin
Signalling” papers while it is mentioned just twice
in 1 paper relevant to the “Insulin Resistant” list.
SLC2A12 (solute carrier family 2 facilitated
glucose transporter, member 12) appears 127 times
in 21 papersin “Insulin Signalling” list, meanwhile
it's mentioned 6 times in 1 paper of “Insulin
resistant” group. Ponl and Pltp only appear in 20
“Insulin Resistant” related papers. The end user
biologists confirmed that serum paraoxonase
(PON1) and phospholipid transfer protein (PLTP)
are the major structural proteins of high density
lipoprotein (HDL), and the level of HDL is one of
the potential criteria of metabolic syndrome.




4.3 Literature-based Gene Collection Labelling

The final application workflow investigated in
this paper deals with deducing meaningful labels
from text documents that can best summarise a
gene collection. Such an application is extremely
useful as a generic microarray analysis tool. A
common problem encountered by the scientists is
how to characterize an experimentally obtained
gene list (from a microarray experiment, for
example). Standard automated annotation involves
gene ontology terms, pathway information and a
variety of in-house and public databases. However,
labelling the genes with terms extracted from
scientific papers, has one significant advantage in
that the scientist can verify a potentially significant
annotation manually by going back to the source
(paper) and try to understand the logic behind the
label. Furthermore, references for each hypothesis
created in this way are automatically maintained
and make documenting the research an automated
task.

Figure 7 Gene L abelling Wor kflow

The data used to test the approach is the
collection of gene lists we encountered before:
“Insulin Resistance”, “Insulin Signalling” and
“Insulin Responsiveness’. For each group a large
paper collection (7394 papers with 8171 phrases
detected) has been retrieved from Medline. The
dtatistical properties, such as phrase frequency and
chi-squared, have been calculated for all the
features found. Results are shown in Table 1.

From the biological point of view, the top 10
labels for “Insulin Signalling” reflect the principal
functions of insulin (growth factor, glucose
transport, signalling pathway) and its mode of
action through insulin receptor, phosphatidy-
linositol 3-kinase, protein kinase and lipid rafts.
The top 10 labels for “Insulin Resistance” reflect a
pathological state (insulin resistance, type 2
diabetes, diabetes mellitus, congenital generalized
lipodystrophy), and the molecules possibly
involved in the pathology of fatty acid, binding
protein and glycogen synthase. The top 10 labels
for “Insulin Responsivenes’ also reflect a
pathological state (type 2 diabetes, primary
hyperoxaluria, primary hyperoxaluria type), and
the molecules possibly involved in the pathology
of histone deacetylase.

Insulin Signalling

Insulin Resistance

Insulin Responsive

phosphatidylinosito
| 3-kinase

congenital generalized
lipodystrophy

primary hyperoxaluria

\vanishing white
matter

insulin resistance
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growth factor type 2 diabetes protein kinase

b cell fatty acid identification
characterization

noonan syndrome [related receptor type 2 diabetes

protein kinase diabetes mellitus progression myoclonus
epilepsy
lipid rafts glycogen synthase identification

characterization human

glucose transport  [human relaxin

primary hyperoxaluria

type
insulin receptor  |phosphoalipid transfer  [following response
protein
signalling pathway [binding protein lipid droplets

Table. 1 Top 10 Significant Labelsin Each of the Gene Lists

5. Conclusions and Future Work

Scientific papers have traditionally been the main
means for distributing knowledge among

scientists. However, a number of established

manual methodologies are no longer feasible in the

face of the massive amount of published work

available across the Internet. Search engines bring
all the knowledge we need to our fingertips, but
aso make it impossible to manualy browse

through the collections. New, automated and

optimised, large-scale infrastructure is needed to

support the novel research paradigms of research
that surface in the face of this challenge.

In this paper we have shown how Discovery
Net workflow-based text mining infrastructure is
applied to a set of scientific tasks within the BAIR
project. One of ours aims is to investigate how to
provide the end users working on the project with
easy-to-use and efficient methods that improve
their productivity. Another aim is to use the
literature analysis methods to help curate the BAIR
resource. Thisis an ongoing effort.

We have also presented abstract, re-usable

workflows in a number of problem areas, together
with the concrete examples used in the project.

Document classification and filtering has been
used to assist the scientist in targeted search
through large  document  spaces, gene
differentiation was used to isolate genes relevant to
particular queries and labelling was developed to
characterize unknown gene sets.

Our initial results have been verified by the end
user biologists. The next task within the project

will be to conduct a more detailed and quantitative

evaluation of results for each application. Further
data sets will be built for quantitative analyses and




