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Abstract

In the environmental sciences, there is an ever-increasing need to analyse and visualize
very large data sets. Tools based on Grid computing have great potential for assisting the
scientist to perform these tasks in an efficient manner. It is a great challenge for the e-Science
community to produce suitable tools and applications that are sufficiently easy to use, reliable
and responsive. We present here a novel method for creating such a distributed system, with
application to a particular case study in oceanography. The main advantages of the system
that we have created are: (1) Large data sets can be streamed directly from remote service to
remote service, without passing through the client machine or being cached on hard disk; (2)
The system seamlessly integrates a pool of computers that are used for processing the data; (3)
The system can incorporate existing binary executables, often without modification; (4) The
method of specifying the necessary workflows is very simple and intuitive; the user employs a
notation very similar to Unix pipes, for example “extract | process | visualize”. The architecture

is based around the Inferno operating system.

1 Introduction

Environmental scientists have a need to anal-
yse and visualize large data sets. These data
sets commonly come from satellite measurements
and numerical analyses and predictions and they
contain a huge amount of information about the
Earth system and its climate. Data requirements
within the environmental sciences are becoming
rapidly ever larger. For example, Southampton
Oceanography Centre’s OCCAM model of global
ocean circulation, which now runs at a spatial
resolution of one twelfth of a degree, outputs sev-
eral hundred gigabytes of data per model year.
These terabyte-scale data sets are typically
stored in central repositories and are of inter-
est to a very wide community of climate scien-
tists. There is therefore a need to provide access
to these datasets to the community in order to
perform the many types of analysis that are re-
quired to understand the datasets and the com-
plex systems (e.g. the oceans and atmosphere)
that they represent. Visualization of the end re-

sults of such analysis is a very important part of
the process [1]. The large amount of data and
processing that is required indicates that Grid-
like systems based on distributed computing will
be of huge benefit to the environmental science
community.

These requirements pose some interesting
problems for the e-Science community. Among
the most important of these are:

e How can we move these large datasets effi-
ciently from computer to computer?

e How can we take advantage of parallel pro-
cessing where appropriate?

e How can we make systems easy to use?

These problems, naturally, apply to a very wide
range of applications outside the environmental
sciences as well.

This paper will describe a novel way of con-
structing and using a distributed system for anal-
ysis of environmental data. It is based around the



Inferno operating system, which is a technology
that has hitherto not been applied to creating
applications in the environmental sciences. As
we will show, Inferno has allowed us to create a
system that is easy to use, flexible, efficient and
powerful.

2 Case study

We have created the system in order to solve a
specific problem in oceanography. The root of
the problem that we are solving lies in the sci-
ence of data assimilation.

2.1 Data assimilation

Many modern computer simulations of the atmo-
spheric and oceanic circulation rely on data as-
similation to improve their accuracy. This is the
process whereby observational data from satel-
lites, ships, buoys, radiosondes etc. are incorpo-
rated into a running simulation in order to im-
prove the accuracy of the model [2, 4].

A central problem in data assimilation is that
observational data are generally very sparse in
space and time and so the maximum amount of
information needs to be gained from each obser-
vation. Let’s say that we have a running com-
puter simulation of global ocean circulation and,
at a certain time, we have a point observation of
sea surface temperature. At this point and time,
the model has a sea surface temperature of 15°C,
but the observed temperature is 18°C. Assuming
that both the model and the observation have
associated known, we might calculate a value of
17°C as the “actual” temperature at this point
and continue the simulation from this value.

We can do better than this; since the model
has underestimated the true temperature at this
point, it is likely that the model’s predictions of
temperature at other points in the near vicinity
are also underestimates. Therefore we would al-
ter the model temperatures of all points within
a certain area around the observation. But how
big, and what shape, should this area be? Choos-
ing too small an area will effectively throw away
vital information, but choosing too large an area
will lead to further inaccuracies.

One way of assessing the “area of influence”
of an observation at a particular point in space
is to see how values of the observation are corre-
lated with values at nearby points over time in
the simulation. A high correlation over time be-
tween two points implies that an observation at
one point can legitimately be used to alter the
model’s prediction at the other.

A useful exercise, therefore, is to use model
data to calculate the correlation of a quantity at
a point in space with all the other points in its
neighbourhood. These results are then used to
plot a one-point correlation map (figure 1(a)).

2.2 Calculation of correlation

The scientist might wish to calculate correlations
for many different quantities. Common quanti-
ties of interest include the temperature or salin-
ity at a certain depth (7, or S.), the depth of an
isotherm (zr), the salinity on an isotherm (Sr)
and the temperature or depth of a density surface
(T, or z,).

In order to calculate the correlation of a quan-
tity between two points in space, we need to ex-
tract the values of this quantity at these points
over a period of time. We need to filter out the
effects of long-term trends (e.g. global warming)
and the seasonal cycle and only calculate corre-
lations based on anomalies.

Having removed the long-term trend and the
seasonal cycle, the correlation between the two
timeseries is calculated using the formula:

covariance(z, y)
o(zi)o(yi)
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where (z;) is the mean of all the values of the
timeseries at point z and o(x;) is the standard
deviation of the values. The value of the correla-
tion lies between -1 and +1.

correlation(z,y) =

2.3 Lag correlation

So far we have discussed the calculation of corre-
lation of a certain quantity at two points in space
at the same time. The scientist can learn even
more about the model by asking questions such
as “how does the temperature at point X cor-
relate with the temperature at Y three months
later?”. If this correlation is high, this implies
that an anomaly in temperature at point X is a
predictor of variablity at Y after three months.

Commonly, a scientist will wish to know the
time difference (the lag) at which the correla-
tion between two points is at a maximum (fig-
ure 1(b)). This reveals a great deal about the
dynamics of the system as it allows the scientist
to track anomalies through the oceans as circu-
lation progresses.

This adds an extra dimension to the whole
calculation. In order to calculate the time of






